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Fig. 1: We convert a single panoramic image into a fully immersive VR experience using a machine learning–based pipeline.
A panoramic Layered Depth Image (LDI) is generated from the input panorama via learned depth estimation, and a 3D
inpainting module fills occluded regions to recover hidden scene content. The completed LDI is then transformed into an
optimized, texture-mapped 3D mesh, enabling real-time, high-resolution six-degrees-of-freedom (6DOF) view synthesis on a
VR headset. In a VR feasibility study, we evaluated the approach through user feedback on visual quality and presence.

Abstract—In this work, we propose a machine learning-based
pipeline for generating a 3D-colored mesh representation of a
scene from a single-input panorama. Our approach allows us
to create a fully immersive Virtual Reality (VR) experiences.
Unlike neural rendering approaches that are constrained by low-
resolution inputs and offline processing, we focus on high-quality
resolution inputs (4K) and real-time rendering on VR headsets
by estimating a depth map and creating a layered depth image
(LDI) representation. We iteratively fill unseen regions behind
objects through a cutting and inpainting process, after which the
LDI is converted into an optimized, texture-mapped 3D mesh,
resulting in a compact and efficient representation.

This research was supported by the National Science Foundation (Grant
Number 2144822), by an Endeavour Fund from New Zealand’s Ministry of
Business, Innovation & Employment (Contract UOOX2308), by the Novo
Nordisk Foundation (NNF24OC0099086) and a Kevin L Novins Computer
Science Fellowship.

We assess the feasibility of this approach through a quantita-
tive evaluation with a user study in VR, focusing on the prac-
ticality, visual quality, and perceived presence of the generated
scenes.

Index Terms—Virtual Reality, View Synthesis, 3D Inpainting,
4K, Presence, Feasibility, User Study

I. INTRODUCTION

The rise of consumer virtual reality (VR) headsets has led
to increasing demand for new methods for casual users to
create immersive 360◦ 3D content. 360◦ cameras provide the
capability for conveniently capturing panoramic images and
videos by casual as well as professional content creators.

While the 360◦ format allows users to explore a photograph
in a VR headset by fully filling the users’ field of view, it
lacks support for motion parallax during translational head
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movements, resulting in an unnatural experience that may
disrupt immersion and induce discomfort or even nausea in
some users.

To support a full six Degree-of-Freedom (6DOF) experi-
ence, earlier work used depth estimation to create 360◦ RGBD
images [1], [8], [22]. However, simply using textured meshes
built on 360◦ RGBD images falls short in delivering a truly
immersive user experience, since in places where the depth
map exhibits significant discontinuities, the mesh displays
a stretching effect between the foreground and background
(Figure 2 (a), we will refer to this as Initial Mesh or Depth
in the following). While one option is to disconnect the mesh
in such areas, this approach introduces gaps that can become
apparent when the user shifts their perspective.

Previous work has explored convolutional neural networks
(CNNs) [40], [18], multi-layer images [3], [35], and neural
representations [7], [36] for panoramic view synthesis. Neural
representations generally achieve the highest quality results,
but suffer from slow rendering times. We instead construct a
textured mesh representation from the input panorama, which
offers sharp, high-resolution view synthesis results, real-time
rendering speed, and competitive rendering quality.

Given the limited research on the feasibility of view syn-
thesis for VR, we investigate the potential of 3D Panorama
Inpainting for high-quality 360◦ and 6DOF view synthesis in
VR rendering through a user study (Figure 1).

II. RELATED WORK

Research on single-image view synthesis has explored many
different scene representations with varying trade-offs of visual
quality and rendering speed.

Neural radiance fields (NeRF) [17] represent the scene as
a continuous color and density field represented by a neural
network that employs volumetric rendering techniques for
view synthesis. While NeRFs are traditionally optimized from
multiple posed images as input, several methods [13], [43]
condition a pixel-aligned NeRF on a single input image,
which can then be rendered to other viewpoints. To improve
upon the generally blurry rendering results of these methods,
DietNeRF [11] incorporates semantic guidance and NeRFDiff
[6] incorporates diffusion sampling for increased sharpness.
However, these methods have only been demonstrated on
small objects and suffer from slow rendering times. Other
recent work performs view synthesis without any explicit
3D representation of the scene geometry [24], [25], instead
encoding the input image into latent features which condition
the neural renderer.

Building upon the remarkable success of diffusion models
for image generation [9], [23], several recent methods [15],
[41] condition the diffusion process on the camera pose
to enable view synthesis. Again, these methods have slow
rendering times and have only been demonstrated on objects,
not 360◦ environments as targeted in this work.

One trend in recent work on view synthesis from a single
panorama is to project the RGB-D panoramic input into
nearby viewpoints and then use learning techniques to infill or

compensate for the missing regions in the synthesized views.
For example, Xu et al. [40] and Pintore et al. [18] employ
point splatting to synthesize a nearby viewpoint and then use a
convolutional neural network (CNN) to inpaint the synthesized
panoramic image. These methods also rely on an estimate of
the scene layout and are thus restricted to indoor or urban
scenes.

A related line of work uses similar techniques to synthesize
a set of nearby panoramas [7], [12], [36], and then trains a
NeRF on the set of synthesized panoramas to achieve a com-
plete scene representation for view synthesis. 360FusionNeRF
[12] uses semantic guidance [11], [39] to compensate for
missing regions in the virtual views, while PeRF [36] applies
latent diffusion [23] inpainting to fill in missing regions.
Although they support 360◦ inputs, these methods use the
NeRF scene representation, and so are not suitable for real-
time rendering.

Multi-plane images (MPI) [16], [31], [34], [46] are a lighter-
weight alternative to NeRF, consisting of a set of semi-
transparent layers which are composited together to achieve
the effect of parallax in the rendered view. PanoSynthVR
[35] employs a CNN to convert an input panorama into a
multi-cylinder image (MCI), while MatryODShka [3] similarly
converts a stereo panorama into a multi-sphere image (MSI).
Such representations enable fast rendering, due to the simple
geometry of the representation, but lead to blurry renderings
when the viewer moves too far from the center point. The
rendering quality is related to the number of layers in the
representation [16], however, in practice the number of layers
has to be limited due to memory constraints.

A similar approach is the layered depth image (LDI) [29],
in which each layer is an RGB-D image and thus is not
limited to a plane or sphere geometry. This representation
is more lightweight than the MPI/MSI, since fewer layers
are needed to represent complex geometry. Recent work has
explored building a layered depth panorama from an input
RGB-D panorama through traditional meshing and inpainting
techniques [28].

3D Photo Inpainting by Shih et al. [30] produces a lay-
ered depth image from an input RGB-D image through an
iterative application of various CNNs to identify depth edges
and inpaint color and depth behind them. After constructing
the LDI they convert it to a vertex-colored mesh for easy
storage and rendering. This method achieves high-quality view
synthesis through the use of deep learning for RGB-D in-
painting, and fast rendering by adopting a mesh representation
which is compatible with the standard and heavily optimized
rasterization pipeline on modern hardware. However, 3D Photo
Inpainting is not optimized for panoramic input. In our work,
we adapt the methods of 3D Photo Inpainting to the case of
panoramic input, and analyze how to translate the results into
a compelling VR experience. Our method is an extension of
the 3D Panorama Inpainting (3DPI) method [2], which we
have improved by adding global scale estimation and mesh
simplification steps.
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(a) Initial mesh (b) After tearing edges (c) 3D inpainting result

Fig. 2: Example 3D Pano Inpainting result, showing cropped perspective renderings. Our method disconnects the initial mesh
(a) at depth edges, revealing occluded regions shown in blue (b). After 3D inpainting, the occluded regions contain plausible
color and geometry (c).

III. METHOD

We take an equirectangular panorama as input for our 3D
Panorama Inpainting method and generate a vertex-colored
mesh as output. We first use a learning-based method to
estimate a per-pixel depth map for the panorama using a
process inspired by 360Monodepth [22] but incorporating the
Depth Anything depth estimator [42] for improved accuracy
and detail. Second, inspired by 3D Photo Inpainting [30], we
build a panoramic LDI representation by applying an iterative
process of depth edge detection and depth and color inpainting
in the occluded region behind the edge (Figure 2, b).

Learning-basd monocular depth estimators generally output
depth in arbitrary units, meaning that there is a global scale
ambiguity. Setting the global scale incorrectly can affect
presence, e.g., give the feeling that the world is a dollhouse if
the scale is too small. To address this issue, after converting
the LDI to a mesh, we estimate a global scale for the scene.

Finally, we optimize the mesh geometry to ensure a smooth
and comfortable viewing experience in the headset (Figure 2,
c).

A. Global scale determination

The global scale can be resolved by any known distance
measurement. To achieve a general solution, we first estimate
the distance from the camera to the ground plane, and then
scale the scene so that the camera-to-ground distance matches
the known camera height. If the camera height is not known,

we used a distance of two meters as a reasonable approxima-
tion.

To find the ground plane, we assume that the camera has an
upright orientation, so that the Y-axis is parallel to the gravity
direction, and that the ground is a flat X-Z plane. We then
build a histogram over the Y coordinate of all points below
the camera, and take the center of the largest bin as the Y
intercept of the ground plane.

B. Mesh optimization

If we were to directly apply mesh simplification [5], [10],
[14] to the vertex colored mesh, the resulting mesh would lose
significant appearance detail as vertices are removed. Instead,
we produce a UV texture-mapped version of the mesh before
applying UV-preserving mesh simplification. In preparation
for the UV mapping, we annotate each vertex in the mesh
with its corresponding layer index and pixel coordinates in
the LDI. We first create a texture map the same size as the
input panorama for each layer in the LDI, and copy the colors
from the vertices into these texture maps. UV coordinates
for the vertices are easily determined from their LDI pixel
coordinates.

We handle triangles that cross layers by duplicating their
vertices and remapping their colors and UV coordinates into
a shared layer. To handle any face that crosses from the right
side of the panorama to the left, we copy the leftmost column
of each layer to the right side and duplicate and remap vertices
in such faces so that they map to the extra right-side column
rather than crossing over to the left.
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Fig. 3: Texture map prepration. Left: First and second inpainted layers of the LDI. The complete LDI contains seven layers.
Right: Results after cropping connected components, inpainting empty regions, and packing the crops into a single texture
map. Photo credit: DerMische (CC-SA 4.0).

Since the later layers contain significant empty space, we
use connected components analysis to identify and crop con-
tiguous regions. To avoid sampling the background color in
triangles that cross into empty space in the texture map, we
apply Navier-Stokes inpainting [4] to the empty region in each
crop. We then optimally pack all of the crops into a single
texture using the PyTexturePacker library [38].

As a final post-processing step we apply UV preserving
mesh simplification [5], [10], [14] and optimization as imple-
mented in gltfpack [44]. The resulting mesh and texture map
are stored together in a single compressed GLB file.

IV. EVALUATION

We use the output of the 3D Panorama Inpainting method
to analyze the feasibility of producing a VR experience
from single-input panoramas. For this purpose, we analyzed
processing and rendering time.

A. Processing time

We analyzed the processing time based on a dataset of eight
images. The median processing time for 3DPI was 1.29 hours
for a 2K panorama and 1.93 hours for a 4K panorama on a
machine with an Nvidia V100 GPU.

B. Rendering speed

We evaluated the frame rate of our 3DPI method on an
Apple M1 Pro laptop (rendering at 4096 × 3024 resolution)
and an Oculus Quest 2 headset (rendering at a combined
resolution of 1920×3664). The results are provided in Table I.
3DPI achieves real-time rendering at all settings except at 50%
simplification on the Quest 2. The results show that rendering
is feasible on consumer hardware and in VR devices.

TABLE I: 3DPI frame rate (fps) measured on different de-
vices, mesh simplification levels, and input panorama resolu-
tions.

Mesh Simplification Level 10% 50%
Resolution 2K 4K 2K 4K

Apple M1 60 fps 60 fps 60fps 60
Quest 2 60 fps 30fps 22fps 10fps

We recorded a frame rate of 60 fps rendering at a resolution
of 4096 × 3024 at either 10% or 50% simplification. The
Oculus Quest 2 VR headset has a resolution of 1920 × 1832
per eye, for a combined resolution of 1920×3664. In the Quest
2, we recorded a frame rate of 60 fps for a scene created from
a 2K panorama at 10% simplification, and 30 fps for a scene
created from a 4K panorama at 10% simplification. At 50%
simplification, the Quest 2 frame rate is 22 fps for a 2K scene
and 10 fps for a 4K scene.

In contrast, on an Nvidia V100 GPU PeRF (one of the state-
of-the-art methods) took 5.87s per frame on average to render
a 1024 × 512 panorama and 90.51s per frame on average to
render a perspective image at 1920 × 3664 resolution. Thus
PeRF does not achieve real-time performance even on a data
center-class GPU and is as such not suitable for any real-time
and interactive VR experiences.

C. Synthetic data experiment

a) Dataset.: To obtain synthetic data to evaluate ren-
dering quality, we used the Habitat-Matterport 3D Research
Dataset (HM3D) [21]. This dataset consists of 1000 high-
resolution 3D scans of building-scale residential, commercial,
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TABLE II: Result metrics from the synthetic data experiment. Please note: In line with prior work, these metrics are used for
relative comparison between methods rather than for assigning absolute perceptual or statistical significance.

PSNR↑ SSIM↑ LPIPS↓
Scene Depth 3DPI PeRF Depth 3DPI PeRF Depth 3DPI PeRF

1 26.25 26.07 27.41 0.86 0.85 0.87 11.32 10.67 8.19
2 26.22 26.04 26.56 0.85 0.84 0.85 10.49 10.14 7.67
3 27.84 27.56 28.21 0.80 0.79 0.81 10.61 10.64 8.94
4 24.53 23.85 26.83 0.86 0.86 0.88 11.21 10.85 7.77
5 26.83 26.13 27.03 0.86 0.86 0.88 9.70 9.13 8.24
6 28.15 27.66 29.56 0.85 0.85 0.87 10.16 9.97 6.69
7 28.69 28.05 29.28 0.92 0.92 0.92 8.45 8.24 6.68
8 27.06 26.69 28.21 0.83 0.83 0.85 11.71 11.54 8.08
9 28.22 27.86 28.98 0.84 0.83 0.85 10.17 9.93 7.10
10 26.08 25.94 27.57 0.87 0.86 0.89 8.64 8.26 5.55

Average 26.99 26.59 27.96 0.85 0.85 0.87 10.24 9.94 7.49

and civic spaces, broken down into two sets: 800 scans in the
training set and 200 scans in the validation set. To generate
different scenes, we randomly selected four locations within
each scan for the first 50 scans of the validation set. At each
location, we used the Habitat Simulator [20], [26], [32] to
render a 5x5 grid of equirectangular panoramas with ground-
truth depth maps, where each pose is placed 20 cm apart,
in the left-right, and up-down directions. We then visually
inspected the scenes and hand-picked 10 scenes with high-
quality renderings that vary in environment, lighting, and
complexity.

b) Evaluation metrics.: For each method, we use the
center panorama as the input. We provide each method with
the ground-truth depth map from the Habitat Simulator, to
avoid any differences arising from the choice of depth es-
timator, and to avoid the monocular scale ambiguity. We
then compare novel views from each method to the ground
truth rendering using three metrics: peak signal-to-noise ratio
(PSNR), structural similarity index measure (SSIM) [37],
and Learned Perceptual Image Patch Similarity (LPIPS) [45].
PSNR measures the per-pixel error, while SSIM is intended
to measure perceived change in structural information. LPIPS
is another perceptual measure based on deep features from a
CNN. Note that for PSNR and SSIM, a higher score is better,
while for LPIPS, a lower score is better.

c) Results and discussion.: The average metrics across
all viewpoints (excluding the center viewpoint) for each scene
and method are presented in Table II. PeRF has the best
results on each metric. The results from 3DPI improve over
the baseline Depth method in terms of LPIPS, are on average
the same in SSIM, and are slightly lower in PSNR. This
indicates that while 3DPI’s inpainted regions may differ from
the ground truth at the pixel level more than the Depth results,
they do offer an improvement in perceptual quality. Example
renderings are shown in Figure 4. Note that we removed the
dilation step in 3DPI for the synthetic experiment, to ensure
that we did not overwrite any pixels of the input image during
inpainting and thus lower the PSNR significantly.

V. USER EVALUATION

To further explore the feasibility, we aimed to better un-
derstand whether 3DPI can be used to create VR experiences
suitable for users. For this, we designed a user study with the
main goal of getting human-centered feedback to add to our
analysis.

A. Study Design

We designed the user study with two main research ques-
tions in mind. 1) Will the 3DPI method create a feeling of
presence for the users? 2) Will the users see an improvement
in visual quality? As a baseline for comparison, we decided
to use a Depth-based method that uses a mesh generated from
the same single equirectangular panorama data but without
inpainting. We did not compare to any other methods like
PeRF since they are currently not able to run in real-time on
a VR headset (1FPS rendering time) and, as such, cannot be
used within a VR user study.

Based on these two questions, we designed the following
hypotheses:
H1: Presence will be higher for 3DPI.
H2: Users will notice fewer visual inconsistencies for 3DPI.
H3: Visual Quality will be higher for 3DPI.

The participants experienced VR renderings in a Quest 2
headset, showing the results of either 3DPI or Depth in a
balanced Latin Square design.

Participants were instructed that they may decide not to take
part in the project without any disadvantage to themselves.
No personally identifiable data was collected beyond those
included in the demographic questionnaire, and every effort
was made to ensure that no data can be linked to any individual
participant.

Each session was designed to take around 30 minutes.
The study design was approved by the ethical board of the
University of Otago (Application ID 24/0416).

B. Apparatus

We used an Oculus Quest 2 headset for the study and
Quest Link for running the VR experiences to ensure a high
frame rate. The VR experience ran in a browser (Google
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(a) Ground truth (b) Depth (c) 3DPI (Ours) (d) PeRF

Fig. 4: Crops of sample images from the synthetic data experiment.

Chrome) using WebXR. The study operator opened the link
corresponding to each condition and scene and started the VR
experience for each condition and scene. The participants were
instructed to have a good look around in the scene while being
seated in a swivel chair; we encouraged them to use full head
rotation and movements to fully explore the scenes.

To create the scenes, we selected three panoramas of out-
door scenes from Wikimedia Commons (Figure 1, left). Each
panorama was resized to 4096×2048 and processed with both
the 3DPI (Figure 5 top) and the Depth (Figure 5 bottom)

methods to produce meshes for rendering. To ensure maximum
quality we did not apply mesh simplification to the results from
either method.

C. Participants

We recruited 16 participants for this study (mean age 21.32
years, 8 female, 7 male, 1 non-binary). Participants were re-
cruited through email lists, word of mouth, and advertisements.
Participants received a voucher (approximately $10) as a token
of appreciation for their time. All participants had normal or
corrected-to-normal vision. All but 3 participants used VR
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Fig. 5: Scenes used for the user study. Top: Panoramas processed with our 3DPI method. Bottom: Panoramas processed with
the Depth method.

TABLE III: Descriptive statistics for the IPQ presence ques-
tionnaire for general presence, spatial presence, involvement,
and realism as well as the overall IPQ.

Mean SD Median
Question Depth 3DPI Depth 3DPI Depth 3DPI

General 0.98 1.15 0.71 1.13 1.00 1.33
Spatial Presence 0.63 0.58 0.61 0.96 0.57 0.57
Involvement 0.00 0.39 0.84 0.98 -0.08 0.38
Real -0.60 -0.62 0.78 1.07 -0.42 -0.58
IPQ All 0.12 0.22 0.51 0.82 0.20 0.05

TABLE IV: Statistics (Shapiro-Wilk normality testing and p-
values for the pairwise testing between Depth and 3DPI) for
the IPQ presence questionnaire for general presence, spatial
presence, involvement, realism as well as the overall IPQ.

Question Shapiro-Wilk p-value p-value

General 0.113 0.520
Spatial Presence 0.746 0.856
Involvement 0.623 0.044*
Real 0.229 0.939
IPQ All 0.100 0.590

before, with only one participant using it once per month and
all others using it less often (9 only used it once or twice
before).

D. Procedure

Participants were initially presented with a questionnaire for
demographic purposes. These would include non-identifiable
properties such as gender, age, ethnicity, and whether they
have prior VR experience.

Participants experienced each of the two conditions with
3 different scenes (3x2 trials). The scenes were rendered in
4K resolution and had some variety from street scenes to
garden/nature scenes. After each trial, participants were asked
a set of questions based on the IPQ presence questionnaire [27]

TABLE V: Descriptive statistics for realism and visual quality.
For all questions higher is better, except for the amount of
inconsistencies.

Mean SD Median
Question Depth 3DPI Depth 3DPI Depth 3DPI

Seems 3D ↑ 4.83 4.96 0.64 1.34 4.67 4.83
Inconsistencies ↓ 4.33 3.83 1.22 1.60 4.17 4.00
Visual Coherency ↑ 4.44 4.67 0.85 1.20 4.67 4.50
Overall Quality ↑ 4.50 4.58 0.61 1.23 4.50 4.33

TABLE VI: Statistics for Realism and Visual Quality. Results
for the Shapiro-Wilk normality testing and p-values (Wilcoxon
for General Presence and t-test for all other questions) for the
pairwise testing between Depth and Ours.

Question Shapiro-Wilk p-value p-value

Seems 3D 0.054 0.551
Amount of Inconsistencies 0.630 0.256

Visual Coherency 0.155 0.400
Overall Quality 0.695 0.755

(using a Likert-like scale from -3 to 3 as suggested by Tran
et al. [33]) as well as questions about realism (according to
questions designed by Poeschl-Guenther et al. [19]) extended
by additional questions about the visual quality (using a 1 to
7 Likert like scale).

E. Results and Discussion

We used R Studio to analyze the data. All data was first
analyzed with a Shapiro-Wilk test to test for normality (Table
IV and Table VI). We used a non-parametric test for questions
that were not normally distributed (Wilcoxon signed-rank test)
and a t-test for normally distributed data.

While pairwise testing did not reveal significant differences
for overall presence (IPQ All), we found a significant differ-
ence for one of the subcategories of the IPQ, the Involve-
ment score with 3DPI scoring a higher mean value (3DPI:
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Fig. 6: Presence measurements for general presence, spatial presence, involvement, realism as well as the overall IPQ. All
scores above the midpoint of 0 except for Realism for our method 3DPI (Please note that we are using a Likert-like scale from
-3 to 3 as suggested by Tran et al. [33])

Fig. 7: Results for Realism and Visual Quality on questions: "The virtual space seemed to be three-dimensional", "Did you
experience any visual inconsistencies in the experience" and "Overall, rate the quality of the experience"

mean=0.84, Depth: mean 0.0). For all the other subcategories
3DPI shows higher mean scores, but we did not find evidence
for a significant difference. Consequently, we only find partial
evidence to support hypothesis H1. It is also noteworthy that
the results for all IPQ scores are above midpoint [33] for 3DPI
except realism (Figure 6, Table III), suggesting that our method
is effective in generating a reasonable sense of presence among
participants.

In addition, all questions related to visual quality and
coherency received high scores, indicating that 3DPI can
achieve high visual qualities (Figure 7, Table V). However,
it is important to point out that in both methods, participants
noticed a number of inconsistencies. However, for 3DPI,
this was below the midpoint of the used scale (3DPI: mean
3.84 < 4.0), but for Depth (Depth: mean 4.33 > 4.0), this was
above midpoint. While 3DPI scored higher for all questions,
we did not find evidence to support hypotheses H2 and H3, as
we did not measure significant differences for these questions
(Table VI). Nevertheless, these results are promising for future
research as the visual quality was generally perceived above
midpoint quality.

VI. CONCLUSIONS AND FUTURE WORK

In this work, we focus on the feasibility of using a combi-
nation of depth estimation, LDIs, and 3D inpainting to create
an immersive VR experience from a single equirectangular

panorama. Through a user study, we established that users
generally indicated positive presence and visual quality scores
for our 3DPI results and the non-inpainted mesh method,
with a statistically significant difference detected in terms
of involvement when compared to a standard textured mesh
(Depth). While our results for realism and quality do not show
significant differences, better ratings of 3DPI compared to
Depth indicate that there might be benefits that need to be
further evaluated with larger sample sizes.

The source code1 for our method is available publicly as
we hope that our findings will inspire future work in the area
of 3D Panorama Inpainting for VR. In particular, we believe
there is a need for more user-centered research in the area of
view synthesis for VR as this is still an underexplored area.
We hope that with our work, we encourage discussions on
this topic within the VR, AI and HCI community, combining
research on view synthesis with user-centered studies.

In our future work, we plan to expand on the user-centered
studies and also further improve the components of the method
to improve the quality of the overall results. For example, we
aim to improve the neural networks used for inpainting by
fine-tuning on spherical panoramas. We are also interested
in exploring adaptive simplification of the mesh based on
distance since far-away parts of the scene need less geometric
and appearance detail than closer parts.

1https://jonathanventura.github.io/3d-pano-inpainting/
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